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	PROFILE

	
	
	· 13 years of experience in machine learning, basic cloud technologies, and development focus on Artificial Intelligence (AI) and Machine Learning (ML) algorithms. Abilities in Artificial Intelligence (AI), basic cloud and Python, with strong problem-solving abilities.
· Expert in Machine Learning (ML), Deep Learning (DL), Computer Vision (CV), Natural Language Processing (NLP), Generative AI (Gen AI), Conversational AI, Scientific Computing, Large Scale Data, Big Data, Big Data Analytics, Data Analysis, Research and Development, etc.
· Implemented custom Copilot prompting strategies to generate optimized code across multiple languages and frameworks.
· Utilized Copilot to accelerate API integration, reducing implementation time from days to hours.
· Created custom GitHub Actions for static code analysis that provided automated feedback on PRs.
· Implemented automated code quality checks with GitHub's status checks API, enforcing team standards consistently.
· Skilled in developing, testing, and deploying scalable solutions, AI systems, genomic data analysis pipelines, and machine learning models.
· Demonstrated ability to develop and optimize AI-driven solutions and create efficient data processing pipelines.
· Engineered LangChain-based chunking strategy improving retrieval accuracy by 40%.
· Hands-on experience in data processing, algorithm development, and web development.
· Proficient in team collaboration, project management and various software tools. Possessing a great attention to detail and problem solving when involved with difficult situations and tight deadlines.
· Proven ability to tackle complex challenges and deliver efficient solutions.
· Eager to apply academic knowledge and practical skills to real world engineering and technology world experience.
· Built hybrid document chunking strategy using LangChain'sRecursiveCharacterTextSplitter (512 tokens, 100-token overlap) optimized for semantic search, improving retrieval accuracy by 40% compared to fixed-size chunking.
· Developed intelligent duplicate detection system that checks S3 prefixes before processing, reducing redundant embedding generation and saving $2,000+ monthly in API costs.
· Created dynamic folder-based routing architecture automatically organizing embeddings into source/target catalogs based on document origin, enabling multi-tenant recommendation workflows.
· Optimized vector storage by implementing FAISS index serialization and S3 persistence, reducing cold-start latency by 65% and enabling sub-200ms similarity search across 100K+ document vectors.
· Integrated Amazon Bedrock embeddings (Titan v2) with batch processing capabilities, achieving 95% cost reduction compared to OpenAI embeddings while maintaining semantic search quality.
· Designed comprehensive error handling and recovery system with per-file processing isolation, ensuring pipeline resilience with detailed logging of successful/failed document processing.
· Implemented progress tracking with tqdm integration and detailed performance metrics (per-file timing, overall duration), enabling production monitoring and SLA compliance tracking.
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	EMPLOYMENT HISTORY

	
	
	Lead Gen AI Engineer at Anatta IT Solutions, Georgia
May 2025 — Till date
· Engineered multi-modal AI pipeline processing both scanned PDFs and digital documents with 90%+ extraction accuracy.
·  Integrated AWS Textract + Rekognition for advanced OCR with automatic orientation correction and column-split detection.
·  Implemented intelligent document classification to route transcript pages vs. AP scores to specialized parsing workflows.
·  Built fuzzy matching system to verify institution accreditation status against 4K+ accredited colleges database.
·  Optimized image processing pipeline with adaptive compression (up to 8K resolution) for API payload constraints.
· Reduced manual data entry time by 60% through intelligent data propagation algorithms.
· Automated compliance verification for educational credentials with 85% fuzzy match threshold.
·  Created unified JSON schema enabling seamless integration with downstream enrollment systems.
· Optimized batch processing to handle 10-page batches with dynamic image compression (JPEG quality 86-100) ensuring sub-4MB payloads while maintaining OCR readability.
· Established production-ready error handling, comprehensive logging framework, and CSV-based master data management for institutional records with duplicate prevention.
· Architected and deployed a serverless RAG (Retrieval-Augmented Generation) recommendation engine on AWS Lambda that processes educational documents and generates contextual embeddings using Amazon Titan and FAISS vector database.
· Engineered a scalable document processing pipeline handling PDF, TXT, and JSON formats with intelligent fallback mechanisms using AWS Textract for OCR when standard parsers fail, achieving 99.5% successful document processing rate.
· Implemented async Textract processing with automatic job polling and pagination handling for large documents (300+ second timeout), enabling processing of documents up to 3000 pages without performance degradation.
· Developed dynamic routing architecture for multi-tenant recommendation workflows.
· Designed comprehensive error handling and recovery system with per-file processing isolation, ensuring pipeline resilience with detailed logging of successful/failed document processing.
· Implemented progress tracking with tqdm integration and detailed performance metrics (per-file timing, overall duration), enabling production monitoring and SLA compliance tracking.

AI Architect at MasterControl, Utah
February 2023 – April 2025
· Developed a PDF-enhanced chatbot with asynchronous PDF processing, dynamic prompt selection, and memory management for enhanced user experience.
· Engineered a database chatbot integrating FAISS and SQL for efficient similarity searches and query optimization.
· Experienced in the full ML lifecycle, from data collection and preprocessing to model training, evaluation, deployment, and monitoring.
· Proficient in defining and managing AI/ML infrastructure configurations using Terraform modules and best practices. 
· Established guidelines and best practices within MCP for sourcing, formatting, and integrating external knowledge into LLM workflows.
· Collaborated on the development of MCP to ensure consistency and efficiency in how contextual information is handled across various LLM-powered projects.
· Developed monitoring and auditing mechanisms within MCP to track and control the flow of sensitive contextual data.
· Developed custom AI chatbots, copilots, and virtual assistants using GenAI models.
· Familiar with the concept of vector embeddings and their application in similarity search and information retrieval.
· Understanding of common distance metrics used in vector search (e.g., cosine similarity, Euclidean distance).
· Experience indexing and querying vector data using a vector database.
· Proficient in Prompt Engineering, Fine-tuning, and RAG (Retrieval-Augmented Generation).
· Proficient in the principles, methodologies, and best practices of Identity and Access Management (IAM).
· Experienced in designing, implementing, and managing robust IAM solutions to ensure secure access to organizational resources.
· Demonstrated ability to translate business requirements into effective IAM strategies and policies.
· Developed applications using LlamaIndex to connect LLMs with external data sources, enhancing their ability to provide accurate and context-aware responses.
· Utilized LlamaIndex to create custom data indexes, optimizing retrieval processes for efficient and scalable LLM applications.
· Implemented retrieval augmentation techniques with LlamaIndex, improving the quality and relevance of LLM-generated content.
· Leveraged LlamaIndex's query capabilities to enable natural language search and information retrieval from indexed data sources.
· Employed LlamaIndex to build question-answering systems that can accurately and efficiently respond to user queries based on external knowledge bases.
· Published work on GenAI ethics, bias reduction, and AI interpretability.
· Experience with Vector Databases (FAISS, Pinecone, Weaviate) for efficient embedding retrieval.
· Developed AI architectures that prioritize security, privacy, and ethical considerations. 
· Designed and implemented model monitoring and retraining strategies to ensure model accuracy and performance.
· Developed and deployed real-time data processing pipelines using Apache Flink for [specific use case, e.g., fraud detection, log analysis, event stream processing]. 
·  Implemented stateful stream processing applications using Flink's state management capabilities. 
· Utilized Flink's DataStream and Table/SQL APIs for complex data transformations and aggregations. 
· Configured and optimized Flink clusters for high throughput and low latency.
· Strong understanding of Deep Learning, NLP, and Transformer Architectures.
· Contributed to open-source GenAI projects and AI hackathons.
· Experienced in using Terraform to create reusable and scalable infrastructure components for AI/ML workloads. 
· Hands-on experience with version control (Git) for managing Terraform code and infrastructure configurations. 
· Integrated various Large Language Models (LLMs) and tools within AutoGen agents to enhance their capabilities and problem-solving abilities.
· Integrated Azure OpenAI's GPT models into customer service platforms, reducing time-to-resolution by 35%.
· Developed prompt engineering frameworks for optimizing Azure OpenAI model outputs across multiple business applications.
· Implemented content protection and DRM solutions for sensitive media assets using Azure Media Services encryption capabilities.
· Designed and implemented cognitive search solutions using Azure AI Search, enhancing document discovery across enterprise content repositories.
· Strong understanding of cloud security best practices and implemented secure AI/ML infrastructure using Terraform.

Sr Artificial Intelligence Engineer at Simublade, Texas
September 2019 — November 2021
· Developed and implemented a generative artificial intelligence model based on Hugging Face's Llama-3.1-8B-Instruct, which was designed to help medical professionals in diagnosing complex issues, particularly skin disorders.
· To improve the quality of model training and inference, extensive data preparation was carried out, including cleaning, preprocessing, and arranging publicly available information on skin diseases.
· Proficient in Java 8+ and its core libraries for building robust and scalable AI applications. 
· Implemented custom tools and integrations within Langchain agents to connect with external APIs and data sources.
· Utilized Langchain's memory management capabilities to maintain conversation history and improve agent coherence.
· Optimized LLM performance and output quality by meticulously designing and refining prompts using Langchain's prompt engineering utilities.
· Experienced in deploying Langchain applications with various LLM providers such as OpenAI, Anthropic, and open-source models via Hugging Face Transformers.
· Skilled in building and managing conversational AI agents with Langchain, incorporating memory and state management for seamless user interactions.
· Adept at creating custom Langchain callbacks and integrations to monitor, debug, and extend the framework's functionality.
· Experienced in defining and utilizing Semantic Kernel's prompt templates and function calling mechanisms to interact effectively with LLMs.
· Implemented authentication and authorization mechanisms within Semantic Kernel applications to ensure secure access to resources.
· Contributed to the development of innovative AI features using Semantic Kernel's flexible plugin architecture and orchestration capabilities.
· Implemented custom Copilot prompting strategies to generate optimized code across multiple languages and frameworks.
· Utilized Copilot to accelerate API integration, reducing implementation time from days to hours.
· Developed autonomous agents using cutting-edge Agentic AI technologies to solve complex problems.
· Designed and implemented multi-agent systems, enabling collaborative problem-solving and decision-making.
· Utilized LLMs to enhance agent capabilities, such as reasoning, planning, and natural language interaction.
· Created custom GitHub Actions for static code analysis that provided automated feedback on PRs.
· Implemented automated code quality checks with GitHub's status checks API, enforcing team standards consistently.
· Strong understanding of object-oriented programming (OOP) principles and design patterns. 
· Experienced with multi-threading and concurrency in Java for efficient parallel processing. 
· Familiarity with Java Virtual Machine (JVM) tuning and performance optimization. 
· Proficient in using build tools like Maven or Gradle for project management.
· Pinecone was integrated for effective vector-based data retrieval and storage, allowing for rapid access to relevant information while the model was running.
· Implemented automated ML workflows with Azure ML SDK for Python, enabling non-technical stakeholders to leverage predictive analytics.
· Orchestrated model training and deployment across distributed compute clusters, optimizing resource utilization while maintaining model performance.
· Designed and implemented CI/CD pipelines for ML models using Azure DevOps integration with Azure ML.
· Integrated Azure Computer Vision APIs to extract text and metadata from unstructured document repositories, automating manual data entry processes.
· Deployed Azure Video Indexer to automatically transcribe and analyze 10,000+ hours of video content, extracting actionable insights.
· Implemented custom workflows integrating Video Indexer with other Azure services to create searchable video content libraries.
· The model's performance was thoroughly evaluated using a variety of test datasets, showcasing consistent and reliable results in the field of medical diagnostics.
· Developed and deployed machine learning models on Linux platforms, leveraging command-line tools and scripting for automation. 
· Proficient in using Linux for data processing, model training, and deployment, including scripting (Bash, Python) and system administration tasks. 
· Experienced in setting up and configuring Linux environments for AI/ML development, including installing necessary libraries and dependencies. 
· Familiar with various Linux distributions commonly used in AI/ML, such as Ubuntu, CentOS, and Debian. 
· Deployed and managed machine learning workloads on Kubernetes, leveraging its orchestration capabilities for scalability and resilience. 
· Experienced in containerizing ML models and applications using Docker and deploying them as pods on Kubernetes. 
· Proficient in using Kubernetes concepts like Deployments, Services, Ingress, and ConfigMaps for managing ML deployments.
Hands-on experience with containerization technologies (Docker, Podman) and orchestration tools (Kubernetes, Docker Swarm) on Linux for deploying ML models. 
· Strong understanding of Linux file systems, permissions, and networking concepts relevant to AI/ML workflows.
· Actively located and fixed performance bottlenecks and system inefficiencies, which enhanced call handling performance and greatly increased operational efficiency.

Sr Machine Learning Engineer at Gaavi Alliance, INDIA
December 2017 — August 2019
· Lead in designing, building, and refining ML models using a variety of algorithms and techniques. Build, test and evaluate the machine learning mode.
· Develop predictive models and implement machine learning algorithms in Python to make AI predictions and generate actionable insights.
· Collected and processed real-time data using web scraping tools, developed a sentiment analysis model using various machine learning techniques.
· Prepare reports and dashboards for data visualization using Power BI for stakeholders.
· Leveraged AutoGen's flexible agent framework to create diverse agent roles with specialized skills and knowledge for collaborative workflows.
· Developed and deployed machine learning models using Amazon SageMaker, leveraging built-in algorithms and custom models for fraud detection.
· Designed and implemented scalable data pipelines for machine learning workflows, integrating data from Amazon Redshift and other data sources.
· Utilized Amazon Redshift for efficient data warehousing and analysis, enabling rapid feature engineering and model training.
· Optimized SQL queries within Redshift to accelerate data retrieval and transformation for machine learning tasks.
· Built and maintained machine learning models within SageMaker, including hyperparameter tuning, model evaluation, and version control.
· Implemented real-time inference using SageMaker endpoints, ensuring low-latency predictions for production applications.
· Developed and implemented Retrieval Augmented Generation (RAG) systems. 
· Implemented methods for LLM safety and responsible AI practices.
·  Experience in monitoring and maintaining machine learning models deployed on SageMaker, identifying and addressing performance degradation.
· Train custom object detection model using YOLO and build machine learning web app using Streamlit.
· Developed a live visualization using Streamlit, enabling real-time monitoring of sentiment trends.
· Implement and optimize RAG workflows to enhance model outputs with contextually relevant information.
· Work together in the team using Agile Scrum methodology to get the PoC up for the solution.
· Help develop and evaluate PoCs for new LLMs approaches, tools, and technologies.
· Designing and implementing data pipeline to preprocess the raw data used for training the model.
· Stay updated with the latest ML research, best practices, and tools; propose improvements to existing workflows and architectures.
· Integrated APIs with JupyterLab (Python), Redis/Kafka, and MongoDB for smoother data processing.
· Contributed to business proposals by identifying technical prerequisites and aligning them with client needs.
· Utilized Linux operating systems and Nvidia GPUs for model training, ensuring maximum efficiency.
· Handled data collection, annotation, and model parameter tuning to optimize machine learning performance.
· Architected the data pipeline and built the model utilizing advanced neural network frameworks.
· Gather, clean, and preprocess data, ensuring the quality and reliability of inputs.


 Data Analyst at EXTARC Software Solutions Pvt.Ltd, INDIA
May 2015 — November 2017
· Work closely and cooperatively with Project Managers from Project Implementation and Delivery, especially when it comes to identifying, elucidating, and establishing business rules for data and collecting data from Implementing Agencies (IA).
· Identify the appropriate problem or opportunity to assist in focusing the team/project on the appropriate question to ensure the analytics work is properly guided.
· Processing confidential information and data in accordance with regulations. Determine which data problems exist, then collaborate with the appropriate stakeholders to create solutions and suggestions.
· Assist internal and external users in mining and profiling data and developing a report and dashboard.
· Collaborate with a data engineer and a data platform engineer to design and prototype a wireframe using Figma.
· Implemented HTML templating systems to maintain consistent code structure across large-scale web applications.
· Designed and built interactive web forms with client-side validation using HTML5 input types and attributes.
· Implemented mobile-first CSS architecture with a focus on performance optimization and progressive enhancement.
· Developed modular CSS using methodologies like BEM, SMACSS, or ITCSS to improve maintainability in large projects.
· Implemented mobile-first CSS architecture with a focus on performance optimization and progressive enhancement.
· Developed modular CSS using methodologies like BEM, SMACSS, or ITCSS to improve maintainability in large projects.
· Collaborate with the data engineer to develop a new system called Portal Data Laksana (PODS) and be responsible for developing the front-end interface for implementing agencies, project implementation and delivery, and data quality.
· Provided comprehensive assistance and training to 85 implementing agencies and the project management team on the effective utilisation of LAKSANA's data submission system.
· Created Portal Data LAKSANA (PODS) user guideline that was used to onboard 85 Implementing Agencies, resulting in 80% effectiveness in data submission.
· Spearheaded on conducting UAT for Portal Data Laksana (PODS)--internal and external--for optimal functionality and ensuring user satisfaction.
· Responsible for documentation of user guidelines and UAT, to collect data and feedback, analyse it, and suggest improvements.
· Assisted in the data consolidation and modelling process of business beneficiary and individual beneficiary tables with a dataset of 16,625,574 unique individuals using PostgreSQL, mapping demographic information across multiple initiatives.
· Performed the ETL process by using Microsoft SSIS to apply simple transformations and manipulations in line with business rules and requirements and loading the transformed data into target systems.

Data Engineer at Tekversa IT Solutions, INDIA
June 2014 — April 2015
· Architected and developed Data Lakes, Data Warehouses, and Data Marts for internal applications, supporting enterprise analytics and driving business value.
· Ensuring accurate data transfer and integration with modern big data ecosystems.
· Spearheaded the migration of mainframe data to Hadoop. Involved in migration of legacy version control to Azure Devops
· Set up the Topology including physical architecture, logical architecture and context.
· Created Mappings using various transformations like Lookup, SQL Transformation, Router, Joiner, Aggregator and Expression. Designed and developed ETL pipelines for the fabrication module as part of the KPI Dashboard project ensuring seamless data integration and reporting.
· Created sessions and workflows.
· Handled slowly changing dimensions of Type 2 to populate current and historical data to Dimensions and Fact tables in the data warehouse.
· Involved in Performance tuning and testing at mapping level.
· Involved in unit testing and documentation of the ETL process.
· Involved in creating the run book and migration document from development to production.
· Used Debugger to test the mappings and fix the bugs. In case of any workflow failures need to resolve them.
· Involved in Unit testing and supporting UAT testing. Debug the sessions by utilizing the log of the sessions.
· Performed unit testing at various levels of ELT flows.
· Automated ETL tools, tested functional designs and monitored activities and process.
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	EDUCATION

	
	
	Masters in Computer Information Systems, Rivier University, NH.
May 2023.
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